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Abstract. This paper reports real-world performance tests of a computationally intensive, cross-platform mathematical 
self-organizing modeling algorithm we have been developing. It implements vector processing (SIMD) and shared-
memory multi-threaded processing (MIMD) for multi-core processors or multi-processor CPUs. We tested scalability 
and speedup of eight different implementations of the algorithm on datasets with growing number of samples on both 
32-bit and 64-bit Mac OS X systems running on eight-core Intel Xeon based hardware. 
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1 Introduction 
 

Today we undergo a paradigm shift in computing: The replacement of common sequential processing by parallel 
computing. The reasons for it are various, but eventually we see that parallel computers are going mainstream. Multi-
core CPUs, multi-processor PCs, workstations and game consoles, clusters are today’s common hardware architectures. 
But, how about software? The times where software automatically runs faster with increasing CPU clock speeds are 
over. To run at full speed on parallel hardware parallel software is required. 

As a developer of a state-of-the-art modeling and knowledge mining software tool for the Macintosh we recognized 
this challenge as an opportunity to essentially redesign, improve, optimize and redevelop the computational cross-
platform core modeling engine of the software. 

The modeling technologies we use are based on model self-organization. Self-organizing models from data [1, 2, 3, 
4, 5] is a multi-leveled process with increasing workload of any higher level. To take advantage of both vector and 
multi-threaded parallel processing while avoiding oversubscription we designed the algorithm to run low-level basic 
computations (single loops) using data vectorization (Single Instruction, Multiple Data (SIMD) [6] parallelization) 
while more complex and more work intensive levels of self-organization (repetitive functional tasks composed of 
initialization and data manipulation functions, many computational subtasks and loops, reading and writing data) run 
concurrently in multiple threads (Multiple Instruction, Multiple Data (MIMD) [6] parallelization). Data vectorization is 
implemented using Apple’s Accelerate framework [7] and it is the only feature of the core modeling engine that is 
platform dependent for now. For implementing multi-threaded parallel processing we have chosen to use the Threading 
Building Blocks C++ library from Intel [8]. 

The twice-parallelized implementation of the new core modeling engine follows the basic mathematical design of 
the self-organizing modeling idea [1, 2, 3, 4, 5], which is highly parallel by nature. We also believe that this 
implementation may also show good scalability on many-core systems [9, 12] since there is remaining potential for 
increasing the algorithm’s workload as modeling technology and the modeling engine develops. 

 

2 Self-organizing Networks of Active Neurons 
 

The computational task of the parallelized modeling algorithm is self-organizing reliable analytical mathematical 
models from a set of usually noisy data that express an existing but unknown relationship in the data for prediction, 
classification, pattern recognition, interpretation, or decision-support purposes. This process is also known as 
knowledge discovery from data [10]. 

Parallel computing, vector processing, multi-core, self-organizing modeling, knowledge discovery 
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Today, we produce, collect, or measure mountains of data every day worldwide. Some of this data contains 
valuable, useful, or important information other data do not. But not only the amount of data is rapidly increasing, we 
also have to solve problems and have to answer questions which are getting more and more complex. Pattern 
recognition in large image databases, global warming, or asking what-if type questions on complex eco-economical or 
socio-economical systems are only a very few more recent examples here that require lots of reliable models, and we 
are already going to talk about tera-scale computing [12]. All this needs high-performance knowledge extraction tools. 
Theory-driven approaches are not sufficient enough any longer in many cases for understanding complexity and 
interdependencies of real-world systems. Also, traditional Artificial Intelligence approaches have not yet shown 
expected results in many areas, but there are some interesting developments going on, too [11]. 

There are many data mining algorithms known like Neural Networks, Bayesian Networks, Decision Trees, or 
Support Vector Machines, but also more traditional statistical methods can be powerful tools for data analysis, 
occasionally. For building parametric models, we implemented another technology in our core modeling engine: Self-
organizing Networks of Active Neurons [5, 13]. This technology is an advanced representative of what is known as 
Group Method of Data Handling (GMDH) [1, 2, 3]. It is based on four main concepts: (1) connectionism, i.e., 
decomposing a complex problem into a set of connected smaller and simpler problems, (2) induction and self-
organization, (3) the black-box approach, and (4) the use of proven and appropriate statistical tools for model 
generation. For this reason, they are sometimes also called Inductive or Statistical Learning Networks. 

The basic idea behind this modeling technology is to self-organize a network of Active Neurons by gradually 
increasing the network’s complexity starting from a very simple network (just one very simple Neuron) to an optimal 
complex one [1, 3, 5] (fig. 1). This is done by self-organizing a large population of competing Active Neurons of 
similar complexity in a network layer, selecting a sufficient number of best fitted Neurons from this population  

Figure 1: Scheme of implemented network parallel model self-organization. 

xi – Input data vector of dimension N.        
PE – Processing element; the physical hardware element of execution. In this case a processor core. 
UE – Unit of execution; a thread.         
AN – Active Neuron. 
(t1-t0) – Time to generate a complete network layer. 
(T1-T0) – Total time to self-organize a model. 

according to a chosen external selection criterion, generating a new population of competing Neurons from the set of 
selected neurons, and so on until the algorithm stops itself when it recognizes an optimal complex network model has 
been generated. This process is not unlike how natural evolution works. The Neurons are active Neurons, because their 
transfer function is not fixed a priori, but self-organizing too. This means the algorithm is twice self-organizing, and it 
performs parameter estimation and structure identification, likewise. It therefore requires minimal information, only, to 
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work autonomously. A data table of given dimensions and rough input and output variables pre-selection is sufficient 
here, which clearly makes it the easiest-to-use modeling technology on the market. The result is an optimal complex 
predictive mathematical model that describes the data analytically by a regression equation generated on the fly during 
modeling. This makes self-organizing modeling technology different from common data mining methods, and it allows 
performing knowledge mining and modeling of complex static and dynamic systems. 

Depending on the dimensions of the data table and the hidden, unknown relationship in the data, this model self-
organization can take very much computation time and memory and they grow quickly (highly non-linear) with 
increasing table dimensions. So this algorithm can benefit a lot from parallelization, but especially its high memory 
demand represents a challenge. 

 

3 Test objectives and conditions 
 

In this study we tested how the new KnowledgeMiner® core modeling engine scales with increasing number of 
processor cores and, more detailed, we measured the speedup of parallel vs. sequential computation with and without 
using vector processing running both 32-bit and 64-bit binaries. We also compared computation time of the new 
parallel engine with the engine of our existing KnowledgeMiner application [13] on a real-world modeling problem. 

All performance tests except the last one were based on artificial data sets of one output variable y and 7 input 
variables xi (i = 1(1)7) with number of samples N as the test parameter in the range of 10 to 100,000. The test data were 
generated by a nonlinear function of two logistic functions: 

  

! 

yt = f (g
1
(x
1,t"1),g2(x2,t"1))  

The reported performance results reflect the total time to build the complete model, i.e., the overall computing time 
for parallel and sequential parts over a number of network layers (fig. 1). The results, therefore, represent real-world 
application performance the end-user experiences not the performance of a single loop or function or benchmark test. 
In this paper the main performance results are summarized. 

 

4 Performance Results 
 

All tests were done under Mac OS X 10.5.3 (Leopard) running on a Dual Quad-Core Intel Xeon Mac Pro system at 
3 GHz and 8 GB RAM using both 32- and 64-bit binaries of the new KnowledgeMiner core modeling engine. Except of 
the scalability test, all reported results are based on full 8-core parallelization. 

In this paper we use these naming conventions for the 8 different implementations of the new engine we tested: 

  Prefix: s_   : sequential processing 
   p_   : parallel processing (multi-threading) 
  Binary: 32   : 32-bit 
   64   : 64-bit 
  Suffix: _v   : vectorized 
   no suffix : not vectorized 
 

During the scalability and speedup tests the source code was not modified in any way. All results are based on exact 
the same code. This is essential, because the end-user does not want to care about if her machine is using 2 processing 
elements or 1 or 4 or 8 or whether it is running a 32-bit or 64-bit operating system. The software should adapt to the 
actual conditions found at runtime.  

 

4.1 Scalability 
 

For testing scalability, the software was set to use 1 to 8 processor cores to perform one and the same task. In an 
ideal linear scaling the speedup s would increase to the same amount with the number of processing elements nPE used: 
s = nPE. If a program is using 8 processing elements it is 8 times faster than running on one processing element, only. In 
reality, scaling rather shows a decreasing nonlinear (or constant) behavior as every parallelization and implementation 
reaches its limits at a certain point. 
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Figure 2: Observed scalability of the modeling engine in a 64-bit runtime environment. 

Figure 2 exemplarily shows the scaling of the modeling engine in a 64-bit runtime environment with and without 
using vector processing for a data set sample size of N = 5000. With an almost linear scaling for up to 4 cores and with 
fairly more than 7 at 8 cores, this is very good result. A very similar result is observed for 32-bit, even slightly better 
than for 64-bit. The plot also shows that performance of the vectorized implementation falls below the non-vectorized 
one. This is a general observation throughout the entire test, but we will see later that this is really a relative 
observation, only. 

 

4.2 Speedup 
 

All speedup tests reported in this paper are based on using the full power of 8 processor cores. Three independent  

 
Figure 3: Observed speedup of 32- and 64-bit sequential processing with and without using vector processing 

relative to plain 32-bit sequential computation (s_32 = 1). 
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Figure 4: Observed speedup of 32- and 64-bit multi-threaded processing with and without using vector processing 

relative to 32-bit multi-threaded computation (p_32 = 1). 

 

 
Figure 5: Speedup of 32- and 64-bit sequential and multi-threaded processing together with and without 

vectorization relative to plain 32-bit sequential computation (s_32 = 1). 
 

speedup tests were done in 32- and 64-bit runtime environments: Speedup by vectorization, by multi-threading, and 
speedup by vectorization and multi-threading together. This section reports main results of all tests in a 64-bit vs. 32-bit 
comparison. 

Figure 3 describes speedup of sequential processing with and without using vectorization when compared to plain 
32-bit sequential computation as a reference. The first observation here is that there is a performance gain of about 1.5 
for the sequential 64-bit implementation, already. This means the software runs 1.5 times faster simply because of using 
a 64-bit runtime environment. A second result that follows from the first one is that the vectorized 64-bit architecture is 
again amplified by the factor of around 1.5 due to vectorization, which makes it up to 2.3 times faster than the 32-bit 
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reference. Similar results are shown in figure 4 for multi-threading with and without vectorization. Figure 5 compares 
all 8 tested architectures relative to the 32-bit sequential implementation. Here, we see that the twice-parallelized 64-bit 
implementation runs up to 18 times faster on an 8-core hardware than its sequential 32-bit counterpart. 

Figure 6 summarizes speedup results as it displays the average speedup calculated on the range of 100 to 10000 
samples for the 8 available architectures.  

A general concluding experience is that overall speedup relative to 32-bit sequential computation is, indeed, a 
product of these elements: 

max. speedup s = speedup by 64-bit architecture (~ 1.5) x speedup by vectorization 
            (~ 1.5) x speedup by multi-threading (≤ nPE=8) = 18. 
 

This is exiting performance gain for a very complex computational problem. 

 
 

Figure 6: Average speedup of shared-memory parallel computing (SIMD and MIMD) of eight different 
implementations relative to plain 32-bit sequential computation (s_32 = 1) on an eight-core CPU. Hierarchical use of 

vector processing and multi-threading result in an average speedup of up to 17. 

 
 
 

5 KnowledgeMiner Parallel vs. KnowledgeMiner 
 

In this test, we compared the new parallel KnowledgeMiner core modeling engine (KnowledgeMiner Parallel for 
short) with the engine of our current KnowledgeMiner 5.4 modeling tool (KM) [13]. KnowledgeMiner 5.4 is a native 
PowerPC application originated back in 1993 written in ObjectPascal, and it runs in emulation mode in Mac OS X on 
the test hardware, which is a 3 GHz Intel Xeon CPU. Experience has shown that this is comparable to running the 
software natively on a 2 GHz PowerPC based G5 Macintosh, which marks the upper end of PPC based Macintoshes. So 
the results of KM form a reasonable practical reference for testing speedup of the new KnowledgeMiner Parallel 
software.  

The data set used here represents an eco-toxicological problem of modeling a chemical compound’s carcinogenicity 
and mutagenicity by a number of chemical, physiological, energetic, and molecular properties of that compound to be 
then used as a substitute for animal tests, which are usually required today to predict carcinogenicity of new compounds 
whose toxicity is not known [14, 15, 16]. These Quantitative Structure-Activity Relationship (QSAR) models are of 
increasing importance for official evaluation and authorization of chemical compounds [17] to improve safety of 
chemical products we are exposed to while, at the same time, considerably saving animal lives, costs, and time for 
testing.  
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The data set has one output variable and 33 inputs and we used N = 5000 compounds to generate a model. We built 
a linear and a nonlinear regression model using both KM and the new KnowledgeMiner Parallel and the resulting 
models are comparable with respect to accuracy and complexity. The time to self-organize a model, however, are 
breathtaking different. Figure 17 shows the experienced speedups of 5 cases. For the nonlinear QSAR model, the 
displayed speedup means, in other words, that computing time shrinks from 1:36h for KM to 8.8s for twice-parallelized 
64-bit KnowledgeMiner Parallel.  

 

 
Figure 7: Average speedup of 64-bit KnowledgeMiner Parallel compared to current 32-bit sequential 

KnowledgeMiner 5.4 engine. 

 

6 Summary 
 

We tested scalability and speedup of a new parallel self-organizing modeling engine with and without using vector 
processing running both 32-bit and 64-bit binaries. We also compared computation time of this new KnowledgeMiner 
Parallel engine with our current KnowledgeMiner 5.4 modeling tool on a real-world modeling problem. All tests were 
done under Mac OS X 10.5.3 running on a Dual Quad-Core Intel Xeon Mac Pro system at 3 GHz and 8 GB RAM. 

The reported performance results reflect the total time to build a complete model. Self-organization of models is a 
very complex process consisting of repetitive tasks of initializing, reading and writing data, and many computational 
subtasks and loops (about 30 loops per layer over the sample size N; since it is self-organizing it varies) for an a priori 
unknown number of network layers. The results, therefore, represent overall real-world application performance the 
end-user directly experiences. 

With an almost linear scaling reaching a speedup of 7.8 for the non-vectorized and 7.4 for the vectorized 
implementation at 8 cores, and with an average total speedup of near 17 for the 64-bit vectorized multi-threaded 
implementation relative to common 32-bit sequential computation, results are beyond expectations for a wide range of 
data set dimensions. Compared to our existing KnowledgeMiner 5.4 application, a speedup of more than 650 for the 
new KnowledgeMiner Parallel is even more exciting. 

It is also clearly seen that parallelization has its limits. For a memory-demanding algorithm like self-organizing 
modeling cache size is of top priority here, of course. But also research on new approaches to self-organize models from 
high-volume data sets is now required to reduce memory requirements of high-dimensional modeling problems 
algorithmically. 

From this study we can conclude that the obtained performance of the new KnowledgeMiner Parallel engine allows 
thinking about new application fields and tasks of mathematical modeling and about implementing new features into 
modeling to improve quality of models and the way in which they are used. 
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